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MECHANISTIC EXPLANATION
AND ITS LIMITS
Marta Halina

1. Introduction
Many attempts have been made by philosophers to provide a satisfying account of what constitutes an explanation in the sciences. Over the last few decades, particular attention has been
given to the role of mechanisms in providing such an account in the life sciences. Mechanistic
explanations have proved to provide a powerful account of both the practices of biologists and
the normative constraints on explanation. Even so, many philosophers are wary of explanatory
hegemony, holding instead that a plurality of accounts of explanation will be needed to capture
the diversity of scientific practice (Godfrey-Smith 2003).
This chapter examines the strengths and limitations of mechanistic explanation. It does
this by considering the advantages of the mechanistic account over previous models of scientific explanation, as well as its descriptive adequacy with respect to various aspects of
scientific practice. Concerning the latter, I focus on how mechanistic explanation accounts
for the following three aspects of science: the appeal to non-mechanistic explanations, the
use of abstract and idealized models, and the generality of explanation (for more discussion
along these lines, see Chapter 17). Recently, critics of mechanistic explanation have cited
these areas as posing problems for the mechanistic account. Examining whether and why this
is the case will allow us to probe the boundaries of mechanistic explanation—highlighting
its strengths and potential weaknesses. In each of these three cases, I discuss tools that the
mechanist might use to address the problems advanced. As these areas represent active
domains of research, I do not attempt to adjudicate them here. This chapter instead aims
to introduce the reader to the current state of the art on mechanistic explanation, as well as
potential directions for moving forward.
I begin in section 2 by introducing the idea of a general philosophical account of explanation and the various considerations and constraints that factor into the construction and
evaluation of such an account. In section 3, I briefly introduce two precursors to mechanistic
explanation before turning to mechanistic explanation in section 4. Section 5 examines the
potential limitations of this model of explanation as they manifest in the three areas of scientific
practice noted above.
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2. What is explanation?
To provide an account of mechanistic explanation, it is important to first understand what is
meant by “explanation.” Generally, an explanation can be understood as an answer to a why
question. We might ask why the sky is blue or why human skin wrinkles when submerged in
water. The thing in need of an explanation (the blue sky or wrinkled skin) is the explanandum,
whereas the explanation for this phenomenon is the explanans. Scientists may seek explanation
as an end in itself—that is, to better understand a given phenomenon—or as a means to other
ends, such as prediction and intervention (for a general introduction to scientific explanation,
see Woodward 2014).
In developing a philosophical account of explanation, one must be clear about the standards
that will be used to evaluate such an account. Should a philosophical account of explanation,
for example, capture the way in which the term “explanation” is used in ordinary life? Or
should it instead focus on the way it is used in a particular science, such as theoretical physics
or molecular biology? Alternatively, should philosophers base their account of explanation on
accounts of evidence or truth or justification, or should their main concern be capturing the
explanatory practices of scientists? To date, philosophers have taken a variety of approaches to
developing and evaluating general accounts of explanation. This has led to some confusion, as
one might develop an account using one standard, such as capturing the normative practices
of a particular scientific field, which might then be critiqued using a different standard, such as
capturing ordinary language use (Ruben 2012).
For the purposes of this chapter, I adopt explanatory demarcation and normativity as the
main standards by which to evaluate an account of explanation (see Craver 2014). Explanatory
demarcation is the practice of distinguishing explanation from other activities, such as description or prediction. For example, identifying a bird as belonging to a particular species involves
description and categorization; however, scientists do not view this as explanatory. Explanatory
normativity, on the other hand, is the practice of distinguishing good explanations from bad.
Biologists reject the claim that wet skin wrinkles because water enters the epidermis through
osmosis, causing it to swell. Instead, they hold that this phenomenon is due to vein constriction triggered by the sympathetic nervous system. At present, the former is considered a bad
explanation and the latter good.
The above criteria are widely adopted within philosophy of science as evaluative standards for philosophical accounts of explanation (Lipton 2004). One reason for this is that they
enable philosophers to construct accounts of explanation that remain true to the practices of
scientists. Although an account of explanation might be constructed that accurately describes
our ordinary language use (see Wright 2012), such practices may fail to conform to the
explanatory standards used in science. Insofar as this is the case, and our goal is to develop an
account of scientific explanation, common sense and ordinary language practices may lead us
astray. Within the broad realm of scientific practice, however, this chapter endorses a pluralist stance toward explanation. Discussions of explanation have often presumed that there is
one explanatory form or relation that will capture the explanatory practices of all scientific
disciplines (Woodward 2014). I follow others in rejecting this assumption (Godfrey-Smith
2003; Kellert, Longino, and Waters 2006). Perhaps we will discover that explanation in physics and anthropology and molecular biology all take the same form, but we should not begin
our inquiry assuming that this is the case. With this in mind, the focus of this chapter will be
on biological explanation (although some general examples will be provided for illustrative
purposes). Lastly, it is important to note that explanatory demarcation and normativity are not
the only features of explanation discussed by philosophers. Peter Lipton (2004), for example,
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highlights that explanations commonly have a self-evidencing nature (the explanandum may
serve as evidence for the explanans) and lack explanatory regress (something can serve as an
explanation even when it itself is unexplained). Although these may be important features of
scientific explanation, I do not discuss them here due to limited space and the fact that they
do not feature highly in the debates under consideration.
Before introducing precursors to mechanistic explanation in the next section, it would be
useful to highlight a feature of explanation that is receiving increasing attention in the literature.
This is the question of whether explanation should be understood as an epistemic activity or
ontic feature of the world. Broadly, epistemic explanation concerns the models, representations,
and activities used to communicate and elicit understanding of a target system. When I communicate to a group of students how photosynthesis works, I explain in the epistemic sense.
Ontic explanation, in contrast, refers to that aspect of the world that explains why some worldly
event happened (Craver 2007; Strevens 2008; Craver 2014). When I say that the ice on the road
explains the car accident, I am using explanation in this ontic sense. The term “explanation”
is often used in both ways (Illari and Williamson 2011; Colombo, Hartmann, and van Iersel
2014). For the purposes of this chapter, I adopt an ecumenical account that accepts both senses
of explanation as important for understanding the explanatory practices of science (Illari 2013;
but see Sheredos 2015). Distinguishing them is important, however, as they impose different
constraints on good explanation, as we will see in section 5 (see also Illari 2013).

3. Precursors to mechanistic explanation
Contemporary discussions of scientific explanation find their origins in the development of
the deductive-nomological (DN) model of explanation developed in the mid-1900s by Carl
Hempel and others (Hempel and Oppenheim 1948; Hempel 1965). One of the main rivals to
the DN model of explanation is the causal-mechanical account of explanation (Salmon 1984).
A descendant of causal accounts of explanation, mechanistic explanation emerged at the turn of
the century and has since become the dominant philosophical account of scientific explanation
(Bechtel and Richardson 1993; Glennan 1996; Machamer, Darden, and Craver 2000). This section introduces the DN and causal models of explanation, reviewing their strengths and weakness, before turning to mechanistic explanation in the following section.
The DN model was the dominant model of scientific explanation in the twentieth century.
According to this model, to successfully explain a phenomenon, one must derive it from a set
of premises—premises that tell us why the conclusion is true. Under this view, the premises
constitute the explanans, the conclusion the explanandum, and they relate to each as parts of
a deductive argument. Not every deductive argument counts as an explanation, however. To
count as an explanation, Hempel (1965) maintained that the premises must include at least one
generality or law of nature. Hence the “deductive-nomological” account, where “nomological” derives from the Greek word “nomos” for law. For example, if someone were to point to
a pot of boiling water and ask, “why is that liquid boiling?” an explanation would take the form
of noting that water heated to 100°C at 1 atmosphere of pressure boils (law of nature), that the
liquid in the pot is water (particular fact), and that it has been heated to 100°C at 1 atmosphere
of pressure (particular fact). This explains why the liquid is boiling.
The DN model has many virtues. One of the virtues is that it captures the epistemic advantages of both explanation and prediction. Under the DN model, there is a symmetry between
explanation and prediction: I can explain why the liquid is boiling by citing the above laws of
nature and particular facts, but these laws and facts can also be used to predict what will happen
when I heat water to the conditions of 100°C at 1 atmosphere of pressure. As noted in section 2,
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explanation is often thought to be valuable as a means for prediction and intervention. The DN
model provides a nice account of why this is the case: explanation simply is a form of prediction.
Although the DN model has many virtues, it is now widely rejected as an account of explanation because of its well-known shortcomings (see Woodward 2014 for an overview). The
most commonly noted shortcomings are the fact that it is both over-permissive and too restrictive in what counts as an explanation. The DN model is over-permissive in that it includes
many things as explanatory, which we generally do not accept as explanations. We take a drop
in atmospheric pressure as explaining a storm, but not a drop in the reading of a barometer, even
when both of these variables reliably vary with the onset of storms. However, there is nothing in
the DN model that excludes us from explaining a storm by appealing to the regularity that a low
barometer reading tends to precede storms. Also, we can insert irrelevant information into the
premises of a deductive argument without affecting its validity and soundness. For example, I
could add to our water boiling argument the premise that it is Wednesday. However, we would
not want to say that the fact that it is Wednesday explains why the water boils. Again, the DN
model is too permissive in counting this as explanatory. On the other hand, the DN model is
too restrictive in that it requires the explanans to include a regularity or law of nature. Scientific
explanations do not always include such laws, however (Sober 1997). Biological explanations,
for example, often include complex, idiosyncratic systems that do not exhibit law-like regularities (but see section 5).
The shortcomings of the DN model have played a key role in the development and
acceptance of the causal-mechanical account of explanation. Broadly, this account holds that
a phenomenon is explained by its causes (Salmon 1984). Not only does this account overcome the problems of over-permissiveness and over-restrictiveness of the DN model, but it also
explains why explanatory information is delimited in the ways described above. Why does the
barometer reading not explain the storm? Why does the fact that it is Wednesday not explain
the boiling water? According to the causal-mechanical account of explanation, the reason is that
these factors play no causal role in producing the phenomena to be explained. Low atmospheric
pressure is causally involved in the production of a storm and heating water to 100°C is causally involved in its boiling. It is in virtue of these facts that the phenomenon is explained. The
causal-mechanical account also avoids the over-restrictiveness of the DN model because it does
not require laws of nature for explanation. The First World War might have been caused—and
thus explained—by the fact that the driver of Archduke Franz Ferdinand took a wrong turn in
Sarajevo regardless of the fact that this was a one-time and unlikely event.
Mechanistic explanation is a form of causal-mechanical explanation in that it maintains that
mechanisms are explanatory and causes are one of the four features of mechanisms (Craver and
Tabery 2015). It also extends this account, however, to include constitutive causal-mechanical
explanations in addition to etiological ones (Craver 2007). An etiological causal explanation
involves explaining an event by citing its antecedent causes, such as when we explain the car
accident by citing the ice on the road. A constitutive explanation, in contrast, explains a phenomenon by citing the mechanism responsible for it, such as explaining cancer by citing the
mechanisms responsible for abnormal cell growth. Explanations of both varieties are used widely
in the biological sciences (Bechtel and Richardson 1993). The rest of this chapter explicates the
notion of mechanistic explanation and considers its limitations.
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and Tabery 2015; Chapter 1 of this volume). For our purposes, we can adopt the ecumenical
definition of mechanism advanced by Illari and Williamson (2011): “A mechanism for a phenomenon consists of entities and activities organized in such a way that they are responsible for
the phenomenon” (120). Philosophers have discussed and debated many aspects of the nature
of mechanisms, including how to determine its boundaries, define its parts, identify its activities
and functions, and more (see Part II of this volume). For our purposes, it is sufficient to identify
the way in which mechanisms are taken to be explanatory. Generally, mechanistic explanations
are taken to “explain why by explaining how” (Bechtel and Abrahamsen 2005, 422). One can,
for example, explain why bones become brittle in old age by specifying the biological factors
and processes involved in the reduction of bone mineral density. By providing a description
of the mechanisms responsible for a phenomenon, one provides an explanation for why that
particular phenomenon occurs and why it has the properties that it does. The purpose of
identifying operating parts and determining their organization is to go beyond describing the
phenomenon to showing how the working entities cause and constitute the phenomenon.
Mechanistic explanations inherit many of the advantages of the causal-mechanical account of
explanation. They capture the asymmetry of explanation: those causes or mechanisms responsible for a phenomenon explain that phenomenon, but not vice versa (the influenza virus
explains swine flu, but swine flu does not explain the influenza virus). They also account for
why irrelevant information is not explanatory. The fact that the water boiled on Wednesday
might be true, but it is not explanatory because it is not part of the causal mechanism responsible for the water boiling. Like the causal-mechanical account, mechanistic explanation also
does not require laws of nature, so it is not restrictive in this respect. Mechanistic explanation
has many of the virtues of the DN model as well. It provides an account of the epistemic
advantages of prediction and intervention: understanding how something works gives us
knowledge about how to effectively intervene on that system and predict its future states or
how it will behave in a new context.
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5. The limits of mechanistic explanation

Discussions concerning the possible limitations of mechanistic explanation are usefully framed
in terms of the two criteria for a successful account of explanation introduced in section 2. A
philosophical account of explanation should capture the scientific practices of distinguishing
explanation from other activities (explanatory demarcation) and good explanations from bad
(explanatory normativity). In what follows, I consider whether mechanistic explanation is successful in these two respects. Rather than attempting an exhaustive survey, however, I focus
on those aspects of mechanistic explanation that have been points of recent controversy. These
concern the use of non-mechanistic explanation in the sciences, abstract and idealized explanatory models, and the generality of scientific explanation. Examining these areas will give us a
good idea of the current perceived limitations of mechanistic explanation and how these potential limitations might be overcome.
One criticism of mechanistic explanation is that it excludes certain things as explanatory
when those things are indeed explanatory. This is a failure of explanatory demarcation insofar
as mechanists claim that something is not an explanation when it in fact is. One of the most
prominent criticisms of this type comes from advocates of dynamical modeling (see Chapter 20).
Dynamical models track and predict the behavior of complex systems using mathematical tools
such as difference and differential equations. These models can be extremely powerful in both
their predictive success and ability to unify disparate phenomena. This has led some theorists
to maintain that they are explanatory (Chemero and Silberstein 2008; Stepp, Chemero, and
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Tuvey 2011). Mechanists have rejected dynamical explanation, however, for many of the same
reasons that have led to the rejection of the DN model. They maintain that dynamical models
are either explanatory in virtue of conveying information about the mechanism responsible for
the phenomenon or not explanatory at all (Kaplan and Bechtel 2011; Kaplan and Craver 2011;
Chapter 20 of this volume). If dynamical models fall in the former category, then they are
simply instances of mechanistic explanation; if they fall in the latter, then they do not present
a counterexample to mechanistic explanation because they are not explanatory. Mechanists
hold that models in the latter category—those that describe and predict a phenomenon without
providing information about how it works—are problematic because descriptions and predictions are well known to be insufficient for explanation (for the reasons discussed in section 3).
Although dynamical models may be insufficient for explanation, it is important to note that
this does not mean they do not contribute to our explanatory practices at all. As Bechtel and
Abrahamsen (2010, 2011) show, dynamical modeling is often used to understand the behavior of complex mechanisms in fields like chronobiology and cognitive science. Under this
view, tools like quantitative computational modeling are essential for explanation because they
enable researchers to investigate how the properties of the parts and operations of a mechanism
dynamically change over time.
Batterman and Rice (2014) and Ross (2015) argue that dynamical models are explanatory
not in virtue of their descriptive and predictive accuracy alone, but also in virtue of abstracting
from irrelevant details (see also Batterman 2001). They call such explanations “minimal models”
and argue that they constitute not only an alternative to mechanistic explanation, but also to all
“common features accounts” of explanation or those that take the explanatory power of a model
to derive from its representation of the processes responsible for the explanandum phenomenon.
According to these authors, minimal models explain by showing that a subset of possible and
actual systems (including a minimal model and a target system) fall within the same universality
class. This is despite the systems differing in their microdetails. Although the minimal model
and target system will have other features in common (besides the macrobehavior in question),
the proponents of this view hold that it is not these common features that explain the macrobehavior of the target system, but rather that these features are a “by-product of the mathematical
delimitation of the universality class” (Batterman and Rice 2014, 362).
Whether the minimal model is a genuine alternative approach to mechanistic explanation is
unclear, however. As Lange (2015) argues, minimal model explanations appear to be another
form of common features account. First, as mentioned above, explanations are generally asymmetrical: the explanans explains the explanandum, but not vice versa. Minimal models appear to
lack this property, however. If a minimal model explains a target system in virtue of falling into
the same universality class, it is not clear why the target system cannot also explain the minimal
model. This is inconsistent with the explanatory practices of scientists, however, as they generally do not take target systems to be explanatory in this way. One could solve this problem by
interpreting minimal model explanations as explaining in virtue of identifying those features that
lead to the production of the macrobehavior in question. Under this view, the minimal model
explains because it includes all and only those features necessary to produce the macrobehavior (as opposed to the target, which includes many other features). Insofar as the target system
has these features too (i.e., insofar as it shares the features exhibited by the minimal model),
the explanation is successful. This account preserves the idea that minimal models explain by
abstracting and idealizing away from irrelevant detail, but it does so by interpreting these models
in terms of a common features account.
Before closing this discussion of potential non-mechanistic explanations, it is important to
note that mechanists do not maintain that all scientific explanations are mechanistic. That is, they
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hold that there are many structures and relations that we take to be explanatory, but which are
not causal or mechanistic. For instance, Craver (2014) maintains that, “attractors, final causes,
laws, norms, reasons, statistical relevance relations, symmetries, and transmission of marks” might
all be considered explanatory, depending on the field of inquiry (29). Strevens (2008) also cites
things like moral and aesthetic relations, holding that the explanatory relevance of these relations stems from something other than their causal import (see also Lipton 2004). The dispute
about non-mechanistic explanation then is not whether they exist, but rather what form they
take and what renders them explanatory. Mechanists deny that dynamical and minimal models
are explanatory independently of the information they convey about the workings of the target
system. Advocates of these models need to do more to show that this is indeed the case.
One of the great strengths of the mechanist account of explanation has been its ability
to elucidate a wide range of scientific practices—practices that were difficult to account for
under traditional views of explanation, such as the DN model (Bechtel and Abrahamsen
2005). Recently, however, this aspect of mechanistic explanation has come under criticism,
particularly with respect to the use of abstract and idealized models in science. The criticism
holds that mechanistic explanation is committed to a representational ideal of completeness—
the ideal that the more features and causal relationships a model represents, and the more
accurately it represents them, the better the model (see Weisberg 2013 and Chapter 17 of this
volume for discussion). If this is the standard to which we should hold explanatory models,
however, it is in conflict with the actual practices of scientists. It is well known that most
scientific models are highly abstract and idealized. They are abstract in the sense of omitting
detail about the target system and idealized in the sense of distorting elements of that system. Explanatory models are thus intentionally incomplete and inaccurate; further, this is not
viewed as a deficit by practicing scientists. So the representational ideal of completeness is not
something to which scientists appear to adhere.
This ideal of completeness is attributed specifically to the views of mechanists like Machamer,
Darden, Craver, and Kaplan (see Levy and Bechtel 2013; Chirimuuta 2014; Batterman and Rice
2014; Levy 2014; Love and Nathan forthcoming). For example, Levy and Bechtel (2013) write,
“Machamer, Darden, and Craver appear to treat abstractions as, at best, templates for explanation. They regard the filling in of concrete detail as a hallmark of explanatory progress” (258).
Similarly, Chirimuuta (2014) attributes to Craver and Kaplan the claim that, “the hypothetical,
maximally complete and detailed representation of the mechanism is the one best explanatory
model onto which all others aim to converge” (132). Incomplete models are sketches that fall
short of their explanatory goal; the more detailed and precise they get, the better. This is what
Chirimuuta refers to as the “More Details the Better” assumption (132). Levy (2014) also attributes the representational ideal of completeness to Craver, writing, “sketches are typically steps
along the way to a better explanation. If all goes well, the gaps are filled and the mechanism is
described in full detail. Once that occurs, the sketch is transformed into a satisfactory explanation” (479; see also Batterman and Rice 2014, 352).
The same point is made against mechanistic explanation with respect to idealization. The
representational ideal of completeness requires that explanatory models are not only complete,
but also accurate. This, however, is at odds with the widespread use of idealized explanatory
models. As Love and Nathan (forthcoming) write: “The idealization of causal relations—the
intentional misrepresentation of how the mechanism produces the phenomenon—means that
these models do not show how the mechanism actually works. Mechanistic explanations thus
appear to fail according to their own criteria” (13).
The critics hold then that mechanists such as those above are committed to a representational
ideal of completeness and that this renders their account of explanation descriptively inadequate.
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Abstract and idealized models are taken to be explanatory by practicing scientists despite the fact
that they are incomplete and inaccurate. If the critics are right, this represents a crucial limitation
of the mechanistic account. Mechanistic explanation fails to capture the practices of the explanatory normativity of science: what scientists take to constitute a good explanation is at odds with
what the mechanist account maintains.
Are the critics right about this shortcoming of mechanistic explanation? I argue that they are
not for the reason that completeness is not the sole ideal that guides mechanistic explanation.
To see this, recall that under the mechanistic account, it is the causal mechanism that produces,
constitutes, or maintains a phenomenon of interest that explains that phenomenon—the process by which plants convert solar energy into usable carbohydrates explains photosynthesis,
for example. For those who hold the ontic view of explanation (introduced in section 2), it
is the actual entities and activities found in plants that explain photosynthesis. Descriptions of
photosynthetic processes (in the form of diagrams, linguistic descriptions, physical models, etc.)
are explanatory in a derivative sense: we take them to be explanatory because they convey
information about the real-world explanation. For those who hold the epistemic view, it is
the models and communicative acts that we use to convey information about the mechanisms
responsible for photosynthesis that constitute the explanation. These models and acts might be
explanatory in virtue of conveying information about the target mechanism, but the mechanism itself is not explanatory. Both ontic and epistemic views, however, hold that mechanisms
are the targets of explanatory models and that the explanatory power of a model is in part a
function of the information that model conveys about this target (Wright 2012; Illari 2013;
Craver 2014). Accurately representing the target mechanism then is an important success condition for explanatory models.
Mechanisms constrain those communicative acts, texts, and representations that we
take to be explanatory. If this were the only dimension along which explanatory models
were assessed, then the practices of abstraction and idealization in science would indeed
be puzzling. Why settle for incomplete and inaccurate models when we can do better?
Crucially, however, this is not the only constraint on explanatory models. As Kaplan and
Craver (2011) write,
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the idea of an ideally complete how-actually model, one that includes all of the relevant causes and components in a given mechanism, no matter how remote, negligible,
or tiny, without abstraction or idealization, is a philosopher’s fiction. Science would
be strikingly inefficient and useless both for human understanding and for practical
application if it dealt in such painstaking minutiae.
(609–10)
An explanatory model serves many aims. In addition to conveying information about the target
mechanism, such a model must often be intelligible, easily shared with a broader community,
practical to work with, and more. Some of these desiderata pull in different directions. For
example, making a model more intelligible will often require simplifying it by removing detail.
This may decrease the amount of information that the model conveys about the target mechanism, but this does not mean that we should avoid such simplifications. If explanatory models
were unintelligible, researchers would be unable to use them to communicate findings, design
experiments, interpret results, train students, etc. All of these activities are important for advancing research, including the further discovery of mechanisms.
Various accounts of scientific practice support the claim that multiple desiderata constrain
the construction and evaluation of explanatory models. For example, Weisberg (2013) discusses
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how different goals give rise to different forms of idealization (where an idealization is the
intentional distortion of a target system as mentioned above). Researchers engage in Galilean
idealization when their goal is to increase the tractability of a model. In this case, elements of
the target system are distorted not because they are unimportant, but because they interfere with
a researcher’s ability to understand and work with the model. In contrast, minimal idealization
involves introducing distortions for the sake of capturing the core causal factors of a target system. Here distortions are introduced not for the purpose of making a model more intelligible,
but to remove information about those parts of the world that are taken to be explanatorily irrelevant. Weisberg notes that desiderata such as simplicity and accuracy will often trade off of each
other, in which case multiple models may be used for attaining one’s research goals. Especially
when the target is a complex system, we should expect that multiple models will be deployed,
each of which will capture some aspect of the core causal mechanism, while simplifying other
aspects to increase intelligibility. Taken together, these models may advance us toward capturing
the target mechanism in a way that can be understood and applied.
Even the critics’ descriptions of explanatory practice suggest the operation of multiple desiderata. As Love and Nathan (forthcoming) note, “These kinds of [highly abstract and idealized]
diagrammatic representations are common in textbooks. However, in more advanced discussions, we find increasingly detailed representations of eukaryotic gene expression and more
precise narrative descriptions of the mechanism” (8). This suggests that intelligibility may take
priority in pedagogical contexts; while conveying information about the target mechanism may
become more important in those contexts where advanced researchers are attempting to understand and intervene on a target system.
Are mechanistic explanations generalizable? This is an important question because good
explanations seem to be those that can be applied to a variety of systems and contexts. This
question is all the more pressing in biology, where most mechanistic models are developed by
investigating only a small handful of organisms, those known as “model organisms” (Weber
2005; Ankeny and Leonelli 2011). The mechanistic explanations developed by studying model
organisms are often done so under the assumption that they will apply to a wide variety of
organisms, not simply to those being investigated. Insofar as explanations in the sciences are
general, a philosophical account of explanation should be able to account for this.1
Glennan (2002) holds that mechanistic explanations are generalizable, writing, “although
any particular mechanism will occupy a particular region of space-time, it is an important
feature of our world that it often contains many tokens of a single type of mechanism”
(S345). One might ask what “important feature of our world” is responsible for the fact that
similar mechanisms tend to appear again and again (for more discussion on the regularity
of mechanisms, see Chapter 12). When it comes to biological organisms, evolution seems
to provide an answer. Mechanisms that have been inherited by descendants of a common
ancestor will have features in common. Hence, if an explanation is provided for a mechanism
that is evolutionarily conserved in this way, that explanation will likely apply to a variety
of organisms (Bechtel 2009; Halina and Bechtel 2013). Does this mean that mechanistic
explanations should be confined to those mechanisms that are highly evolutionarily conserved? This would be unreasonable. Scientists provide mechanistic explanations for a wide
variety of phenomena, whether they know them to be evolutionarily conserved or not.
Furthermore, even conserved mechanisms exhibit variation.
Bechtel and Abrahamsen (2005) suggest that mechanisms might be categorized by how similar they are, rather than by whether they are exactly the same. This approach is promising as an
account of how scientists identify mechanisms as belonging to a particular type (see Glennan
forthcoming). Also, it is important to note that recognizing the similarity between mechanisms
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is a useful investigatory and explanatory tool, even if the mechanisms differ in other respects.
Consider, for example, the use of the model organism Drosophila to study human ovarian cancer. In Drosophila, border cells in the ovary migrate in preparation for egg fertilization. Studying
the migratory behavior of these cells has proven useful for understanding particular aspects of
ovarian cancer in humans—namely, the movement of cancer cells from one site to another. The
spread of ovarian cancer is a complicated process involving many variables of which the migration of the malignant cancer cells is only one part. However, the study of normal-functioning
border cells in Drosophila has the potential to shed valuable light on at least this aspect of metastasis (Naora and Montell 2005). Although cells in Drosophila and human ovarian cancer cells are
neither completely similar nor evolutionarily conserved processes, a mechanistic explanation of
the former can still be usefully applied to the latter.
In addition to similarities serving as heuristics for mechanism discovery, differences can also
play such a role. For example, one strategy for discovery in circadian rhythms research is to
search for the homolog of a protein found in one species in another species. If this homolog
then plays a different role in the second species, researchers identify this new role. This in
turn leads them to look for a protein that would perform this new role in the original species (see Halina and Bechtel 2013 for a specific example of such a case). Such back-and-forth
research fueled by the discovery and pursuit of homologs is common in the biological sciences
(see Bechtel 2009; for more on heuristics for mechanism discovery, see Craver and Darden
2013 and Chapter 19 of this volume).
Thus, to the extent in which mechanisms are evolutionarily conserved, we can expect that
mechanistic explanations can be generalized. However, formulating models of mechanisms that
are not evolutionarily conserved, or that exhibit variation across individuals or species, is still
useful as a heuristic for discovery. Such heuristics are crucial for mechanistic explanations, as
such explanations are explanatory precisely in virtue of providing information about the target
mechanism. Little work has been done on the generality of mechanistic explanation to date, but
it would be premature to say that this account is unable to capture this aspect of scientific practice,
at least in biology. Whether the same is true of other sciences, such as physics and chemistry,
is an open question, as well as an active area of research. Additional candidates for generating
similarities across mechanisms might include convergent evolution, self-organization, cultural
transmission, and intentional design (Glennan forthcoming).
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6. Conclusion

Mechanistic explanation has played a pivotal role in developing our understanding of explanatory practices in biology and other sciences. This chapter has highlighted the advantages of the
mechanistic approach over other accounts of explanation, as well as its descriptive adequacy
with respect to the use of idealized, abstract, and general models. Our understanding of explanatory practices in sciences like biology is still rudimentary. As work in this area continues, the
successful application and limitations of mechanistic explanation will become clearer. Until
then, mechanistic explanation might serve as its own heuristic for discovery—finding the ways
in which it coincides and diverges from the explanatory practices found in science will no doubt
improve our understanding of those practices.

Note
1 Although I will not employ this distinction here, see Sheredos 2015 for a discussion of the difference
between generality and scope and its implications for mechanistic explanation.
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